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Abstract

Political leaders often find it difficult to trust their subordinates. This can hinder their ability
to collaborate and lead to suboptimal policy outcomes. A potential solution to this problem is
kompromat: the collection and threat to release compromising information about subordinates.
Using a cheap talk model, we demonstrate how kompromat can potentially improve policymaking
by mitigating a political leader’s agency problem. Counterintuitively, we show that kompromat
works because it benefits the actor who is the subject of damaging information. However, using
kompromat to solve an agency problem comes at a cost. We also show that it sometimes forecloses
all communication from an unbiased subordinate who would have provided truthful information in
the absence of kompromat. Since kompromat works by threatening the reputation of subordinates,
we analyze an extension that shows how common knowledge that an organization uses kompromat
might be costly even if it is never leaked.
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To keep kompromat on enemies is a pleasure. To keep kompromat on friends is a must.
– Yuliya Latynina

Political leaders rely on subordinates to implement their agendas. For example, in the

early years of the Soviet Union, political leaders relied heavily on secret police organizations

to consolidate the communist revolution and eliminate potential threats to centralized Soviet

rule. These organizations were vital for the identification and repression of Soviet political

enemies. During the Great Terror, Stalin’s head of the secret police, Nikolai Yezhov, compiled

lists of political enemies and monitored the progress of wide-scale purges occurring across the

Soviet Union. As Gregory (2009) points out, Yezhov was an important source of information

on the operations: “[Yezhov] met with Stalin eighty-nine times (about once every three days)

between January 30 and November 17, 1938 [...] Yezhov was gathering statistics on a daily

basis from his subordiantes and would have been in possession of up-to-date figures” (p. 190).

However, a core problem for political leaders is ensuring that subordinates provide them

with truthful information, and undertake actions that align with the leader’s objectives more

generally. Soviet leaders often questioned the motives of officials tasked with state repression.

Stalin, for example, removed two different heads of the secret police, Genrykh Yagoda and

Yezhov, each of whom were suspected of failing to enact his agenda.1

As with most employers, political leaders can provide incentives by promoting those who

do what they want and firing those who do not. However, when performance is difficult to

monitor and the incentives to shirk (or steal) are high, these levers may not be enough to

keep subordinates in line. Particularly in more autocratic contexts, leaders can resort to

another extreme by arresting or even executing agents they believe to have crossed them.

And, of course, Stalin and other dictators frequently go in this direction, as V.M. Molotov’s

wife Polina Zhemchuzhina (arrested) and Yezhov (executed) learned all too well. Still, such

methods are costly to the punishers in addition to those on the receiving end, as they result in
1. Gregory (2009) argues that Yagoda was fired for being too lax in repressing Stalin’s enemies whereas

Yezhov was fired for (in part) weakening the party apparatus relative to the secret police (p. 55).
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losing potentially talented and knowledgeable agents, deterring similarly talented individuals

from working for the government in the first place.

In this paper we study a more intermediate – and, often, more effective – technology for

prinicipals to control agents: holding and threatening to release compromising information.

We refer to this strategy by its Russian name: kompromat. Stalin famously held kompromat

on his appointed heads of the secret police. Gregory (2009) describes the kompromat that

Stalin held on the three heads of secret police during his tenure:

Yagoda was Jewish, as well as a notorious womanizer and gambler. More seriously, he
was purported to have been an agent of the tsarist Okhrana, and rumors had it that
Stalin had evidence to this effect in his safe. Yezhov was an alcoholic and bisexual, and
was suspected of having poisoned his superior; his death sentence cited, among many
other offenses, his personal depravity. Beria had a predilection for underage girls, and
Stalin would not allow his teenage daughter to be in his presence without a guard.

Kompromat as a tool to keep subordinates in line is also pervasive in Russia in more recent

times (Ledeneva 2006), and other post-communist countries like Ukraine (Darden 2001).2

Motivated by the example of hiring members of the secret police, we study kompromat

in a model of an agency relationship represented by a cheap talk game. An agent gets a

noisy signal (e.g., whether an individual or group is subversive) and sends a report to the

principal, who takes an action (e.g., how punitive to be towards the individual or group un-

der surveillance). If the agent has a different preference over the principal’s action (maybe

he wants the principal to be more or less punitive towards the group), this may undermine

truthful communication. However, if the principal can threaten to punish the agent by leak-

ing kompromat if he is suspected of lying, this may make truthful communication possible.

Further, our analysis also shows that the potential upsides of kompromat for an agent should

outweigh the potential cost from leaked kompromat. Indeed, we argue that this is the nature

of kompromat: for it to “work,” it must make both the principal and the agent better off.

2. As elaborated in Section 1, kompromat is also used to damage one’s enemies.
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If kompromat can be so effective, why isn’t it even more widespread? We develop two

models where kompromat can be used to improve agency relationships, but may undermine

the ability to enter a productive relationship in the first place. In both models, we add to our

cheap talk model two stages. First, before the agency relationship, both of the actors must

agree to employment. Then, after the communication stage, the principal chooses whether

to release the kompromat.

The core idea of the first model is as follows. For kompromat to be effective, there

must be a credible threat that it will be used if the agent “behaves badly.” But even if

kompromat induces the agent to tell the truth, it may still leak, either for exogenous reasons

or because the principal gets the mistaken impression than the agent lied. We formalize the

latter by assuming the principal gets an imperfect signal of whether the agent provided good

information. Given this noisy environment, even perfectly-behaved agents will sometimes

appear to have lied, and to provide incentives for truthfulness the principal must leak some

kompromat when it appears the agent was not truthful. So, any system of kompromat that

works to align incentives for truthful communication must entail inefficiencies that may deter

unbiased agents from entering the organization.

The second model explores a different way that kompromat might be costly for an agent.

If the harm of releasing kompromat is to damage one’s reputation to outside observers, and

those with kompromat are hired by an organization, then just being a part of the organization

in the first place will harm one’s reputation. This makes joining the organization costly,

and diminishes the threat of being outed as fully corrupt by having kompromat released.

However, this does not lead to a complete unraveling as there can be an equilibrium where

those hired are heterogeneous in their corruption level, and those who are more corrupt than

average are precisely those that the principal can and needs to threaten with the release of

kompromat.

In the remainder of this draft, we provide a cursory overview of related work, then present
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our core cheap talk model and the two extensions which add the use of kompromat. We

then discuss potential next steps.

1 Literature

Our analysis is most clearly related to three bodies of research.

Existing work on Kompromat Research on kompromat specifically is largely historical

and qualitative. Darden (2001) uses evidence from leaked tapes from Ukrainian Prime

Minister Leonid Kuchma to show how his regime used the threat of releasing kompromat to

keep various agents in check.

However, kompromat can play other roles as well. Ledeneva (2006) provides a useful

typology of kompromat with examples from Russia in the 1990s. Of particular relevance for

our theory, she distinguishes between three distinct functions of kompromat: as commodity,

as weapon, and as instrument for informal persuasion. Our theory formalizes some of the

intuitions of the third function, but we show how it actually enables the compromised party

to persuade the kompromat holder (and not the other way around).

Put another way (and drawing on our epigraph), it is useful to distinguish between

kompromat on “enemies” and kompromat on “friends.” Kompromat on enemies serves an

intuitive purpose: in competitive environments like political campaigns and business, releas-

ing damaging information about an opponent can be clearly beneficial. In Russian in the

1990s, this tactic was so common in campaigns that voters eventually became insensitive to

all but the most scandalous revelations (Ledeneva 2006). Our focus here is kompromat on

friends.

Blackmail A more common phenomenon which has received more attention in the po-

litical economy literature is blackmail. Schelling (1956) provides an early and influential
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account of how making threats can help with bargaining, which Ellsberg (1968) applies to

blackmail. Darden (2008) shows how the ability to threaten agents with not just losing their

job but deeper financial and personal ruin may not only strengthen individual principal-agent

relationships, but the hierarchy of the state more generally.

Ang and Nalepa (2018) study a formal model of lustration, the practice in many new

democracies of revealing political leaders’ past collaboration with the former authoritarian

regime. Lustration therefore removes the possibility of blackmail and makes voters better

off. In the context of our theory, lustration would remove the possibility of kompromat and

worsen agency problems between a policymaker and her subordinate. However, lustration

would also remove the taint of corruption in government, potentially increasing voter welfare

as in Ang and Nalepa (2018).

Schwarz and Sonin (2007) analyze a model in which an aggressor can extract all surplus

from the victim by making threats even though those threats impose a cost on the aggressor.

The key insight is that blackmail is a technology for making an aggressor’s costly threats

divisible (over time). In the absence of such divisibility, the aggressor cannot credibly commit

to carrying out a threat against the victim. Their theory focuses on how blackmail can be

used to shift the balance of power. In contrast, our theory demonstrates that kompromat

(a form of blackmail) can do more than redistribute surplus—it can mitigate the Pareto

inefficiencies induced by agency problems in an organization. That is, we show that blackmail

can sometimes be Pareto improving.

Communication in Organizations There is a long and deep literature focused on com-

munication within organizations. A core problem identified in much of this literature is

the ability of biased agents to distort information (see, for example, Crawford and Sobel

1982; Dessein 2002; Gailmard and Patty 2013; Schnakenberg 2015). The core model here

is similar in spirit to Patty and Penn (2019). They study a model where a biased agent
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can send a cheap talk signal to a principal and demonstrate how truthful communication

can become more common if the principal and agent make costly investments in “loyalty”

to the organization. This has the effect of aligning the players’ preferences with a common

organizational goal, increasing the scope for credible communication. While the mechanism

here is somewhat different, a core idea motivating our theory is that agents may wish to

pay a cost (by way of leaked kompromat) in order to more effectively communicate with the

principal.

2 The core agency model

Our models with kompromat build on a common cheap talk game where an agent (A, pronoun

he) gives expert advice to a principal (P , pronoun she), but may have an incentive to lie.

Policy making occurs on a single dimension, X = R, where x ∈ X is a specific policy.

Policy is chosen by P . At the start of the game, there is an unknown state of the world,

θ ∈ Θ = [0, 1], and players have common prior belief f(θ). Policy and the state of the world

map into a policy outcome by way of the following technology

y = x− θ (1)

The sequence of the cheap talk stage is as follows:

1. A privately observes a signal s ∈ {0, 1}

2. A sends a message m ∈ {0, 1}

3. P observes m and chooses a policy x ∈ X

4. Payoffs realized

6



Let P ’s ideal policy outcome be zero. So, by (1), she wants to choose policy x = θ. Let

A’s ideal policy be b ≥ 0. So, his ideal policy choice is x = θ + b. Formally, the players’

utility functions are:

uA = −(x− θ − b)2 uP = −(x− θ)2

where b represents A’s bias. Without loss of generality, let b ≥ 0, i.e., the agent wants a

“higher” policy choice.3

As mentioned in the introduction, a simple way to interpret this model is that the agent

is a member of the secret police tasked with gathering information on an individual or

organization. A signal of s = 1 corresponds to learning the group is more likely to be

dangerous to the principal, and s = 0 means less likely to be dangerous. The principal wants

to be more punitive towards dangerous groups. The bias represents—for a fixed level of

subversion—whether the secret policy member would prefer to be more or less punitive.

Our solution concept is Perfect Bayesian Equilibrium (hereafter, “equilibrium”). As in

any cheap talk game, there will always be a “babbling” equilibrium wherein the agent picks

the same message regardless of s, and the principal makes the same policy choice for all m

(ignoring the message). We ask whether and when there is a fully separating equilibrium

in which the types observing different signals send distinct messages, and without loss of

generality, we consider the equilibrium where the message is equal to the signal (m = s).

We refer to this equilibrium as the “truthful” equilibrium.

It is sometimes possible to have a semi-separating equilibrium in which the agent mixes

between truth-telling and lying about the signal he receives. However, we show in the

appendix that whenever such an equilibrium exists, there is also a truthful equilibrium which

3. What matters is the absolute magnitude of the bias. It is easy to check that if b < 0 the constraint for
truthful reporting is the same as what we subsequently find, with |b| replacing b.
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Pareto dominates the semi-separating one.4 So, we restrict attention to pure strategies.

For now, we only assume that the posterior belief about θ upon observing signal s = 1

is strictly higher than upon observing s = 0. Let ps = E[θ|s] be the average of this posterior

belief. So, p1 > p0. Note p1 − p0 tells us how informative the signal for the agent is, which

can be used as a measure of his ability. Let π be the probability that s = 1, though for our

analysis all that matters is 0 < π < 1.

In a truthful equilibrium, m = s. Given the quadratic loss utility, the principal’s best

response is to pick policy x∗(m) = E[θ|m]. Thus, in the equilibrium, the best response is to

choose x∗(m) = pm. A truthful equilibrium exists if A has no incentive to send a different

message. A deviation from a truthful equilibrium involves a report of m′ ̸= s. A useful

intermediate result is that the agent utility can be written:

EΘ[uA] =

∫
Θ

−(x− θ − b)2dF (θ|s)

=

∫
Θ

−(x− ps − b)2 − (θ − ps)
2dF (θ|s)

= −(x− (ps + b))2︸ ︷︷ ︸
distance to ideal

−
∫
Θ

(θ − ps)
2dF (θ|s)︸ ︷︷ ︸

residual variance

where the second line follows from the fact that ps = Eθ[θ|s].5 That is, there are two

components to the “loss.” One is the squared distance from the ideal policy, ps + b. The

second is the posterior variance in the belief about θ, which is independent of the choice of

policy. So, the agent will send whichever message leads to a policy choice closer to his ideal.

Let ms ≡ m(s) denote the message the agent sends after receiving a signal of s. The

agent who observes s = 1 has an ideal policy of p1 + b. If sending the truthful message

4. To see the basic intuition, note that if an agent mixes between truth-telling and lying, then the principal
somewhat discounts information provided by the agent. Clearly, the principal is worse off when the quality
of information is worse. However, the agent is also worse off.

5. Formally, −(x− b− θ)2 = −((x− b−ps)− (θ−ps))
2 = −(x− b−ps)

2− (θ−ps)
2+2(x− b−ps)(θ−ps),

and when integrating over θ the third term becomes (2x− b− ps)
∫
Θ
(θ − ps)dF (θ|s) = 0.

8



m1 = 1, the policy choice is p1. If deviating to m1 = 0, the policy choice is p0. So, he prefers

to send m1 = 1 to m1 = 0 if and only if

−(p1 − (p1 + b))2 ≥ −(p0 − (p1 + b))2

−b2 ≥ −(b+ p1 − p0)
2.

Since p1 − p0 > 0, this inequality always holds. Intuitively, since b > 0, then A’s ideal policy

is “to the right” of P and will always have an incentive to truthfully reveal a “rightward”

signal, s = 1. However, if A receives a signal of s = 0, A may have an incentive to lie and

report m0 = 1. In this case, A’s ideal policy is p0 + b, and so the incentive compatibility

constraint, which we refer to as the “truth-telling constraint,” reduces to:

−(p0 − (p0 + b))2 ≥ −(p1 − (p0 + b))2

b ≤ p1 − p0
2

.

This is the maximum level of bias where truthful communication is possible in this baseline

cheap talk setting. It will serve as a benchmark in the following analysis where we explore

whether kompromat can expand the scope for truthful communication.

If we think of p1 − p0 as the ability of the agent, this implies that higher ability agents

can “get away” with being more biased.

3 Kompromat with imperfect monitoring

We now ask whether having kompromat on the agent can extend the range of biases where

truthful communication is possible. Let κ ≥ 0 represent the amount of potential compro-

mising information available about the agent. It is costly for the agent if this kompromat is

publicly released (e.g., because it affects his reputation, financial security, or physical safety).
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To focus on core insights, we assume that λκ represents the agent’s cost if fraction λ ∈ [0, 1]

of the compromising information about him is publicly released.6

The full sequence of moves is

1. A and P decide whether to commence a relationship, which only happens if the both

choose to. Formally, both choose eJ ∈ {0, 1}, J ∈ {A,P}. If e = eAeP = 0, the game

ends with reservation utilities (uA, uP ). If e = 1, then:

2. A privately observes a signal s ∈ {0, 1}

3. A sends a message m ∈ {0, 1}

4. P observes m chooses a policy x ∈ X

5. P observes a validation signal v ∈ {0, 1}, where v = s with probability 1− ε ∈ (1/2, 1)

and v ̸= s with probability ε

6. P chooses how much of the available kompromat to leak λ ∈ [0, 1]

7. Payoffs realized

The utility functions in this extended model are

uA = e(w + (x− θ − b)2 − λκ) + (1− e)uA

uP = e(−w − (x− θ)2) + (1− e)uP

That is, if the players enter a relationship, the principal pays the agent a wage w, they

face the same policy utility as in the baseline cheap talk model, and the agent pays a cost

λκ when the principal leaks λ of the available kompromat. We place more structure on the

6. A more general version of the model might assume that the agent faces a cost, c(λκ), where c is
increasing.
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reservation utilities uP below, but for now ask what happens in the subgame if employment

commences, e = eAeP = 1.

Truth-Telling Constraint Starting at the end, the principal is indifferent about how

much kompromat to leak. As a result, any leaking strategy can be part of a equilibrium. Let

λ(m, v) indicate the amount of kompromat she leaks, as a function of the agent’s message

and the validation signal. Equivalently, one can think of releasing kompromat as an “all or

nothing” choice, and λ refers to the probability of releasing. Such a formulation leads to the

same expected utilities, and hence the analysis is identical.

There are several classes of equilibria we could study. First, the amount of kompromat

the principal leaks could be independent of whether she suspects the agent of lying (i.e.,

independent of her validation signal). Formally, λ(m = v) = λ(m ̸= v). In this case, the

agent’s incentives to be truthful are no different than in the baseline model above since the

same amount of kompromat is leaked regardless of whether she is truthful. However, the fact

that there is now kompromat to be leaked will affect whether the agent finds it worthwhile

to work for the principal in the first place. Assuming that the agent enters employment, he

will be no more truthful than in the baseline model.

In a more interesting class of equilibria, kompromat can provide incentives for truthful-

ness. In these equilibria, the principal leaks more or less kompromat depending on whether

she suspects that the agent lied. Formally, this means that λ(m = v) ̸= λ(m ̸= v). We

will focus on equilibria in which λ(m = v) = 0 and λ(m ̸= v) > 0. With some abuse of

notation, we will denote λ(m ̸= v) by λ. (As we will show, it is not helpful to ever release

kompromat when v = m). Alternatively, if the utility to the principal is affected by the leak,

our analysis is analogous to what we would get if assuming she can commit to a kompromat

leaking strategy.

In such an equilibrium, the expected cost of kompromat for the agent is ελκ if telling
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the truth and (1 − ε)λκ if lying. So, moving back to the policy advice stage of the game,

the truth-telling constraint when s = 0 is now:

−(p0 − (p0 + b))2 − ελκ ≥ −(p1 − (p0 + b))2 − (1− ε)λκ

This reduces to

b ≤ p1 − p0
2

+

(
1− 2ε

2(p1 − p0)

)
λκ (TC1)

Since ε < 1/2, this truth-telling constraint is easier to satisfy than the truth-telling constraint

without kompromat. Intuitively, more kompromat is leaked when the principal suspects the

agent of lying, and the magnitude of this difference is larger when the validation signal is

more accurate (ε is small).

Participation Constraint Now that we know how the policymaking and leaking stages

play out, we can analyze the constraints on the players entering the employment relationship.

Assume they use weakly undominated strategies at this stage, so they will try to enter the

relationship if and only if their expected utility is higher that the reservation utility uJ .7

Both of the payoffs for entering the relationship depend on the wage w ≥ 0. Rather

than explicitly model a bargaining process, we ask if there exists a wage where both prefer

employment to their outside option.

To keep the analysis relatively tidy, we make the following assumptions about what

happens if e = 0. First, the agent finds employment elsewhere with wage wA, and no risk of

having any kompromat leaked. Second, the principal hires another employee who will report

truthfully at wage wP . Both of these “outside” wages may reflect the delay before finding

7. That is, we are ruling out the trivial equilibria where both choose not to enter the relationship since if
e−J = 0 player J is indifferent between choosing eJ = 0 or eJ = 0, and so choosing 0 is always sequentially
rational.
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matching with another job/employee. Also, note that implicit in the assumption about

the principal is that she does better in finding another employee than she would making a

decision without hiring anyone. Otherwise, she would not hire another employee. Let yTJ be

the expected policy loss to player J when the policymaking stage is truthful. Then, given

the assumptions above, the reservation utilities (i.e., when e = 0) are

uA = wA − yTA uP = −wP − yTP

Recall we assume that the outside option for the principal is better than making a choice

without any information from an agent. So, if there is no truthful equilibrium in this stage,

the principle will never hire the agent. The utility for the agent if she enters the relationship

and there is a truthful equilibrium is

uT
A = w − yTA − ελκ

The participation constraint for the agent is therefore

w − yTA − ελκ ≥ wA − yTA

w ≥ wA + ελκ (2)

For the principal, the utility for hiring the agent when there is a truthful equilibrium is

uT
P = −w − yTP
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The participation constraint for the principal is therefore

−w − yTP ≥ −wP − yTP

w ≤ wP (3)

Combining, there will exist wages that make both players willing to enter the relationship if

both (2) and (3) are met. There exists a wage where both are met if and only if:

ελκ ≤ wP − wA (PC1)

It is natural to assume that wP > wA; if not, then both players would be better off

pursuing their outside option even if they could have a truthful equilibrium with no kom-

promat. As the outside options for both players improve (higher wA, meaning the agent can

find good employment elsewhere; lower wP meaning the principal can find another agent

who will provide information cheaply), this window shrinks.

Equilibrium If both the truth-telling and the participation constraints are satisfied, then

there exists and equilibrium with truthful employment. Whether these constraints are sat-

isfied depends on whether there is an amount of leaking λ ∈ [0, 1] where both conditions

hold. Let B ≡ b − p1−p0
2

be the “excess bias” which kompromat may be able to solve,

and let D ≡ wP − wA, which captures the value to entering a truthful relationship relative

to the outside options (setting aside the effects of leaking kompromat). Substituting and

rearranging (TC1) and (PC1), we get the following inequalities

λκ ≥ 2B(p1 − p0)

1− 2ε
(TC1′)

λκ ≤ D

ε
(PC1′)
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Both constraints can be satisfied if each condition holds for some possible value of λ and

that the range of λκ implied by the two inequalities actually exists. First, note that since

the right hand side of (PC1′) is strictly positive, there always exists a λ such that (PC1′)

holds. Second, note that (TC1′) only holds for λ sufficiently high since the right hand side

is strictly positive. Then an equilibrium with truth-telling requires that

κ ≥ 2B(p1 − p0)

1− 2ε
(4)

Third, combining these two inequalities gives

2B(p1 − p0)

1− 2ε
≤ λκ ≤ D

ε

which requires that

ε ≤ D

2D + 2B(p1 − p0)
(5)

Conditions (4) and (5) are necessary and sufficient for an equilibrium with truthful em-

ployment. Condition (4) states that there is “enough” kompromat on the agent to induce

truthful reporting if all of that kompromat is leaked, λ = 1. Note this implies that without

kompromat on the agent, there cannot be a productive relationship between the principal

and the agent (because B > 0). Condition (5) ensures that kompromat is sufficiently “effi-

cient” that if the principal leaks enough to induce truthfulness from the agent, this does not

make it so costly to enter the relationship that there is no wage both parties find acceptable.

In Figure 1 we plot the truth-telling and participation constraints for a specific constel-

lation of parameter values. The green region illustrates how kompromat can mitigate the

agency problem between the principal and the agent. Notice that when there is the possi-

bility of some leaked kompromat, this makes it possible for more biased agents to truthfully
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λκ

p1−p0
2

TC

PC

truthfulness possible
without kompromat

truthfulness only
possible with kompromat

truthfulness only
possible without kompromat

Figure 1: Kompromat Can Increase the Feasibility of Truthful Communication

communicate with the principal, when they would not do so in the absence of kompromat.

However, there can be too much kompromat. In the region to the right of the participation

constraint, no communication is possible. Indeed, the principal and agent do not engage in

a relationship. Moreover, in the red region, the players do not engage with one another even

though they are closely aligned and would have a productive relationship in the absence of

kompromat.

The comparative statics for this equilibrium are natural. First, as ε → 0, then kompromat

is always sufficient to make a working relationship with truthful communication feasible.

This is for two reasons. First, low ε makes the threat of releasing kompromat more effective,

since the agent knows he is more likely to be “caught” if lying and less likely to be falsely

accused of lying. Second, the latter also implies that entering a relationship with truthful

communication means rarely having kompromat leaked. The relationship is also easier to

maintain when B is small (the “excess bias” is low) because inducing truthful communication

only requires a weak threat of kompromat. Similarly, truth-telling is easier to sustain when

D is large, meaning the outside options are less favorable.
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There are generically multiple truthful equilibria with different levels of leaking (λ) and

different wages (w). We conclude this section by briefly analyzing the relationship between

these two quantities. Recall from above that when kompromat makes employment possible,

the range of acceptable wages is:

wA + ελκ ≤ w ≤ wP

Suppose that there exists a range of λs that meet the conditions for a truthful equilibrium

with employment. Then if the principal chooses to leak more kompromat (higher λ), then

this “shifts up” the lower end of this range, meaning only higher wages will be acceptable

for the agent. This is almost certainly bad for the principal, since it means she will need

to offer a higher wage to offset the negative effects of kompromat. It is also likely bad for

the agent, since unless the wage increases at a one-to-one rate with ελκ, his total utility

from employment increases. This suggests that if we were to explicitly model the bargaining

process (holding fixed a level of bias b > (p1−p0)/2), the principal has an ex ante incentive to

set λ such that the truth-telling constraint just binds. That is, it is generally in the interest

of both actors to have as little leaking as possible to induce truthful communication.

4 Kompromat and reputation

In the model we analyze in the previous section, the agent faces a direct cost whenever

damaging kompromat is leaked. Our main insights were twofold. First, the possibility of

leaked kompromat can expand the scope for truthful communication between a principal

and a biased agent who would not otherwise be truthful. Second, if too much kompromat is

leaked, then it can prevent an unbiased agent from providing any information to the principal

when he would have otherwise been truthful.
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In this section, we analyze a model of kompromat and reputation. In doing so, we

address three possible criticisms of the model in the previous section. First, the previous

model requires that some kompromat be leaked (λ > 0) in order for a biased agent (b >

(p1 − p0)/2) to have an incentive to communicate truthfully. Empirically, kompromat that

serves to mitigate agency problems may be leaked very infrequently, if at all. It may therefore

be reasonable to ask whether kompromat can “work” even if it is never released on the

equilibrium path.8 Second, the previous model treats the cost of leaked kompromat as a

black box. This partial equilibrium analysis is unsatisfying insofar as it does not allow us to

understand why kompromat is costly for an agent. Here, we offer one way to microfound this

cost: working for the principal may harm his reputation if it becomes common knowledge

to outside observers that people working for the principal are more likely to be corrupt.

Relatedly, a third criticism is that the model in the previous section considers the narrow

strategic relationship between a principal and an agent. How does kompromat affect the

behavior of a large set of potential employees? In a world with kompromat, who does the

principal end up hiring, and how does that affect what outsiders think about the principal’s

organization?

To explore this point, suppose there is an outside observer who forms inferences about

the character of the agent, and the agent cares about this posterior assessment.9 The agent

has a two dimensional type based on her level of bias and her level of corruption. We will

simplify the analysis by assuming the latter type is binary: she can be either very corrupt, or

not very corrupt. We will refer to these types as “corrupt” and “non-corrupt” respectively.

The agent’s bias and level of corruption are known to both the agent and principal (learned

in the job interview, etc.) but not the outside observer. The outside observer knows whether

8. In the previous model, kompromat would never be released if ε = 0. This is not a particularly interesting
case as the principal can threaten to use as much kompromat as possible with no costs incurred in equilibrium

9. We do not model the mechanism by which the agent cares about this posterior assessment. However,
this assumption may be motivated by agents’ real-world concerns that working for a corrupt organization
may “taint” them and make it more difficult to find future employment.
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the agent goes to work for the principal, and if the principal leaks the kompromat, the

outsider observes this.

If the outside observer sees someone go work for the agent, she will negatively update

on whether that person is corrupt, since corrupt types are always hirable while non-corrupt

types are only hirable if unbiased (i.e., “true believers”). So, there is some reputational

cost to working for the principal, but the principal can still further lower that perception

by releasing verifiable information that the agent is corrupt for sure. This endogenizes the

effects of leaking kompromat.

To formalize, considering the following game

1. Nature draws b ∈ [0, bmax] and κ ∈ {κL, κH}

2. P and A observe b and κ, and choose eA ∈ {0, 1} and eP ∈ {0, 1}. If e ≡ eAeP = 0 the

game ends with reservation utilities, and otherwise the game continues

3. A privately observes a signal s ∈ {0, 1}

4. A sends a message m ∈ {0, 1}

5. P observes m chooses a policy x ∈ X

6. P observes a validation signal v ∈ {0, 1}, where v = s with probability 1, and, if

κ = κH , chooses to leak kompromat (l = 1) or not (l = 0)

7. An outside observer O observes e, and if l = 1 observes κ

8. Payoffs are realized

There are three changes to the leaking stage. First, we assume away the problem of

imperfect observation, so the principal will always know when the agent lied. Imperfect
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monitoring complicates the analysis but does not change the core qualitative insights.10

Second, we assume that a leak can only happen when the agent is corrupt. This is to

prevent an unrealistic dynamic where the principal can reward the agent by leaking favorable

information.11 Third, we model the principal’s decision to leak as an all-or-nothing binary

choice.12

We assume that b is uniformly distributed on [0, bmax], and that bmax > (p1 − p0)/2, so

that the most biased agents will not be able to communicate truthfully without the threat

of kompromat. Let q be the prior probability that an agent is a corrupt type, and let

q̃ ≡ Pr(κ = κH |·) be the observer’s posterior belief that the agent is corrupt. The players’

utilities in this version of the model are given by

uA = e(w − (x− θ − b)2 − rq̃) + (1− e)uA

uP = e(−w − (x− θ)2) + (1− e)uP

where the reservation utilities will be defined below.

Truth-Telling Constraint A non-corrupt agent cannot be threatened by the release of

kompromat since the principal has no kompromat on non-corrupt types. So, the non-corrupt

type will report truthfully if and only if b ≤ (p1−p0)/2. By the assumption that bmax is above

this threshold, there are some non-corrupt agents who are too biased to report truthfully

(and, given the reservation utility assumptions, will never be hired). One immediate take-

away from the model, therefore, is that kompromat can only be effective at mitigating agency

10. If the principal’s monitoring is imperfect, then she may sometimes leak kompromat when the the agent
did not lie. The outside observer knows this and their posterior belief about the agent’s corruption will be
less responsive to both leaks and employment decisions. That said, the outside observer will still update
negatively on whether the agent is corrupt when the principal leaks or the agent works for the principal.

11. This assumption is akin to assuming that κH is verifiable information, but κL is not. This is substan-
tively plausible in our context, since an absence of information about an agent’s corruption is not typically
dispositive proof that the agent is non-corrupt.

12. Relaxing this is straight-forward, and we are considering doing this in a future version. For now, we
wish to focus more clearly on the core insights.
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problems between a principal and agent when there is kompromat on the agent (i.e., he is

corrupt).

Corrupt agents with a bias below this threshold will report truthfully even without a

threat of kompromat. The more interesting case is to consider a corrupt agent with a

bias b > (p1 − p0)/2 who is hired, and who the principal can effectively induce to report

truthfully. We accordingly search for an equilibrium where κL types are hired if and only if

b ≤ (p1 − p0)/2, and κH types are hired if and only if b ≤ b̂ where b̂ ∈ ((p1 − p0)/2, b
max).13

Intuitively, b̂/bmax represents the proportion of corrupt agents who decide to work for the

principal.

In an equilibrium of this form, the posterior belief about the corruption of someone who

is hired (before any kompromat is leaked) is computed using Bayes’ rule:

q̃e = Pr(κH |e = 1) =
qb̂/bmax

qb̂/bmax + (1− q)(p1 − p0)/(2bmax)
=

qb̂

qb̂+ (1− q)(p1 − p0)/2
.

Note that q̃e ∈ (q, 1) so that becoming employed increases the belief that one is corrupt but

not to certainty, since some non-corrupt types go to work for the principal.

If the principal leaks kompromat when the agent lies, then the truth-telling constraint

once employed is

−(p0 − (p0 + b))2 − rq̃e ≥ −(p1 − (p0 + b))2 − r

b ≤ p1 − p0
2

+
r(1− q̃e)

2(p1 − p0)
(TC2)

When agents are hired if and only if they can be truthful, then the equilibrium threshold

b̂ must be characterized by meeting (TC2) with equality. Since q̃e is increasing in b̂, the

right-hand side of (TC2) is decreasing in b̂ while the left-hand side is increasing in b̂. So,

13. In future version, we will check for corner solutions where b̂ ∈ {(p1 − p0)/2, b
max}.
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Figure 2: Illustration of truth-telling condition

there is a unique threshold b̂ such that (TC2) binds. Given this threshold strategy and the

principal’s leaking strategy, all but the exact threshold type have a strict incentive to tell

the truth; and given b is drawn from a continuous distribution the threshold type is drawn

with probability zero.

Figure 2 illusrates. In both panels, the curves represent the right-hand side of TC2 as a

function of the threshold for corrupt types b̂, for different parameter values. When this curve

is above the 45-degree line, this indicates that more biased agents could enter and report

truthfully. When the curve is below, the most biased types can not be constrained to report

truthfully. When the curve intersects the 45-degree line, all of those who are employed report

truthfully and those who aren’t would not if hired.

In left panel the red curve represents a case with more reputation concerns than the

black curve. The red curve is higher, which indicates that higher r increases the equilibrium

threshold, meaning more biased agents can truthfully report. To preview, this will make
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employment trickier as agents care more about being seen as corrupt and getting hired by

the principal will make one look more corrupt.

The right panel compares a case with a low prior on corruption versus high. When

the prior is that agents are unlikely to be corrupt (low q), it is easier to threaten agents

with kompromat as this leads to a bigger reputational cost. So, the equilibrium threshold

decreases and fewer corrupt agents are employed as q increases.

Participation Constraints To derive the participation constraints, we first need to define

the reservation utilities. We again assume that the principal will be able to find another agent

to communicate truthfully at wage wP , and the agent can find employment elsewhere at wage

wA. If the agent does not enter the organization, then let the outside observer’s belief about

his type be q ≤ q.14 Then, the player’s reservation utilities are

uA = wA − yTA − rq uP = −wP − yTP

The participation constraint for the agent (regardless of their corruption level) becomes:

w − yTA − rq̃e ≥ wA − yTA − rq

w ≥ wA + r(q̃e − q) (6)

That is, the agent needs to be compensated above his outside option to accept the reputa-

tional cost of joining the organization. This cost will be higher as more corrupt people enter

the organization since q̃e increases in b̂.

14. One natural assumption is that q = q, so that the agent’s decision to pursue outside options does not
affect the outside observer’s belief about how corrupt he is. Alternatively, it is also reasonable to assume
that q < q, so that the outside observer infers an agent is less likely to be corrupt if he does not join the
organization.
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The principal’s participation constraint is:

−w − yTP ≥ −wP − yTP

w ≤ wP (7)

In order for there to be a wage that satisfies both participation constraints, (6) and (7), the

following condition must be satisfied:

r(q̃e − q) ≤ D (PC2)

where D is again equal to wP − wA.

Equilibrium If this inequality is met at the threshold value b̂ that solves (TC2), then there

is an equilibrium of the proposed form. This follows from the fact that the left-hand side of

(PC2) is increasing in b̂ so that all b ≤ b̂ will satisfy (PC2) if b̂ does. In this equilibrium,

less corrupt agents enter the organization when they are relatively unbiased. Corrupt agents

enter the organization even if they are too biased to report truthfully without the threat of

kompromat, and the principal gets them to report truthfully by threatening to reveal that

they are the corrupt type. The outside observer tends to think that those employed are

more likely to be corrupt, but they are not completely certain that all agents working for the

organization are corrupt. Taken together, this ensures that the principal’s threat to expose

corrupt agents is meaningful. The fact that being employed hurts one’s reputation does in

fact lower the surplus associated with employment, but since D is sufficiently large, not so

much as to preclude the possibility of a mutually acceptable wage.

Figure 3 illustrates. Each panel plots the truth-telling threshold (dotted curve), belief

about the corruption level of someone entering employment (grey curve), and the equilibrium

reputation cost for being employed (black curve). The left panel plots as a function of
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Figure 3: Illustration of truth-telling equilibrium

reputational concerns (r), the right with respect to the prior belief on corruption.

Starting in left panel, as r increases, more corrupt agents enter the organization, and

hence the outside observer is more skeptical about those employed. So, as r increases, being

employed by the prinicipal is worse for one’s reputation, and the agents care more about

this. So, for the proposed truth-telling equilibrium to work (the reputation cost is below D),

r can’t be too high.

The results are more subtle for the prior belief q. Increasing this parameter makes fewer

corrupt agents enter the organization, but the belief about corruption for those employed is

still increasing by the direct effect that everyone tends to be more correct. For low values of q,

this increases fast enough that the reputational cost of being hired increases, but eventually

it decreases. Intuitively, there can only be a reputational cost if the observer is not already

convinced that the agent is very likely to be corrupt or not corrupt. So, in this case, the

proposed equilibrium works unless q is intermediate.
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What happens when the reputation cost is above D? Things are murkier. There is

no equilibrium of the proposed form, because if agents enter if and only if they can report

truthfully, the reputational costs of being employed are high enough that there is no mutually

acceptable wage. There is still a equilibrium where b̂ is high enough so that the participation

constraint (PC2) is met with equality (and the truth-telling constraint is slack). In this

equilibrium, there is a wage which makes the principal and all agents who could report

truthfully indifferent between accepting employment and not: w = wP = wA + r(q̃e − q).

However, an equilibrium of this form is fragile in the sense that it requires the principal and

the agent to make the employment choices required for the equilibrium at indifference.

In the analysis above, we searched for an equilibrium where the principal always leaks

when it learns the agent lies. However, as we discuss in the previous section, the principal

is indifferent about whether to leak. Therefore, there are also equilibria in which the prin-

cipal leaks kompromat with some probability less than 1 if she discovers the agent lies. For

example, consider the extreme possibility where she never leaks kompromat. In an equilib-

rium like this, the kompromat is now irrelevant and only unbiased agents will tell the truth.

Moreover, since principals are better off not hiring agents who lie, only unbiased agents enter

the organization.

5 Conclusion

In this paper, we have presented a theory of kompromat that demonstrates how it can be

used to ameliorate an agency problem caused by a principal’s reliance on a biased agent

for expert advice. We analyze two models that incorporate kompromat into a benchmark

cheap talk model. The first model demonstrates precisely how kompromat affects the agency

relationship between a principal and an agent. If the principal can leak kompromat about an

agent, this can incentivize biased agents to provide high-quality (i.e., truthful) advice to the
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principal when they otherwise would not in the absence of kompromat. However, this comes

at a cost. If kompromat is sufficiently damaging (or if the principal leaks too much of it

when it suspects the agent lies), then it can prevent agents from engaging with the principal

at all. This can prevent an agent from providing truthful information to the principal even

when that agent is closely aligned with the principal and would provide honest information

in the absence of kompromat.

In the second model, we microfound the costs of kompromat and consider how a system

of kompromat may affect outside perceptions of the principal’s organization. In this model,

kompromat is never leaked (in equilibrium), but the fact that a principal has kompromat

on its hired agents worsens both the reputation of the principal’s organization and the

agents who work for it. This provides an endogenous, reputation-based explanation for why

kompromat is so damaging for agents. It also provides insight into how agents working

for a kompromat-heavy organization can become “tainted” by their association with the

organization even though no definitive proof of corruption is ever revealed.

For future drafts, we plan to explore several extensions. We considering the following.

• Transferable ability. In this extension, we make the agent’s outside option depend

on his ability, as represented by p1 − p0.

• Other agency settings. In this extension, we consider how the core results change in

other agency settings (in the mold of Dessein 2002). For example, does kompromat help

mitigate agency problems in delegation models (by expanding the delegation window)?

• Endogenous wage. In this extension, we endogenize the wage bargaining process

between the principal and agent. Does the bargaining power of the players’ affect the

effectiveness of kompromat?

• Unknown agent bias. In this extension, we consider a model where the agent’s bias

is unknown when he is hired by the principal. If the principal has knowledge of the
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agent’s kompromat, then does his decision about whether to work for the principal

reveal something about how biased he is?
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Appendix

Semi-Separating Equilibria in the Cheap Talk Stage. In the main text we derive

conditions for a fully separating equilibrium where the agent sends a message m = s with

probability 1. As in a typical cheap talk games, there are lots of other fully separating

equilibria which are essentially equivalent, e.g., sending the message m = 1 − s, since in

equilibrium the principal knows how to interpret each message and hence infers the agent’s

signal. There is also always a babbling equilibrium where both types send the same message

(or mix on multiple messages with the same probability).

To fully characterize the equilibria, we also need to characterize equilibria where the

types sometimes but not always send the same message. In any non-babbling equilibrium,

there must be two messages which induce a different policy choice. And any optimal policy

choice for the principal must be between p0 and p1. So, the s = 1 type always has a strict

preference for whichever message induces a higher policy. As a result, we only need to look

for semi-separating equilibria where the s = 1 type always sends the same message (again

call this m = 1) and the s = 0 type mixes between this and another message.

Let q1 be the probability that the s = 0 type sends m = 1, and so they send m = 0 with

probability 1− q1. Upon observing m = 0 the principal knows the signal observed was s = 0
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and so chooses x = p0. Upon observing s = 1 the posterior belief the optimal policy is:

x∗(1) = Pr(s = 0|m = 1)p0 + Pr(s = 1|m = 1)p1

=
(1− π)q1

(1− π)q1 + π
p0 +

π

(1− π)q1 + π
p1 > p0

where π is the prior probability that s = 1. For the s = 0 type to be indifferent, this choice

must be above p0 + b; if not p0 < x∗(1) < p0 + b, and since p0 + b is the ideal policy for the

s = 0 type they would strictly prefer to send m = 1 and get policy x∗(1) rather then sending

m = 0 and getting p0. The condition to make the s = 0 type indifferent is then:

x∗(1)− (p0 + b) = (p0 + b)− p0

x∗(1) = p0 + 2b

Solving for q1 gives:

q1 =
π(2b+ p1 − p0)

2b(1− π)

For this to be a valid mixed strategy, this q1 must lie between 0 and 1, which is true when:

b ∈
(
π
p1 − p0

2
,
p1 − p0

2

)

Note the upper bound is the same upper bound for a truthful equilibrium. So, whenever this

equilibrium exists, a truthful equilibrium exists as well. Further, it is easy to verify that,

compared to the semi-separating equilibrium the truthful equilibrium gives a strictly higher

payoff to the principal (who gets more information in the truthful equilibrium and hence

makes better decisions) and the s = 1 type (since a higher policy is chosen upon observing

m = 1 in the truthful equilibrium), while it gives the same payoff to the s = 0 type (as he
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gets the same payoff when sending m = 0). Since the semi-separating equilibrium holds less

often and makes both players worse in expectation, we are comfortable ignoring it.
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